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The growing sophistication of artificial intelligence (AI) tools in entrepreneurship is
transforming how new ventures identify, gather, analyze, and utilize information from
their internal and external operating environments to automate critical choices, deci-
sions, and tasks. For many startups and corporate ventures, prior research suggests that
AI provides significant task performance advantages to entrepreneurs in addressing the
problem of uncertainty, in part, through enhanced predictive capabilities. What is less
clear, however, is whether AI tools enable entrepreneurs to manage the problems of
“Knightian uncertainty”—a fundamental type of uncertainty that manifests in entrepre-
neurship through a cascading set of four interrelated problems: actor ignorance, practi-
cal indeterminism, agentic novelty, and competitive recursion. In this study, we argue
that the predictive capabilities and task performance advantages of AI are contingent
upon the ability of these systems to grapple with the problems of Knightian uncertainty.
We investigate the logic of this approach through an in-depth analysis of the limits of
foundational and emerging types of AI to address these problems, identifying fundamen-
tal areas of computational irreducibility where the manifestation of these problems lim-
its the use of AI in entrepreneurship.

We can only see a short distance ahead, but we can
see plenty there that needs to be done.

—Alan Turing (1950: 460)

In the field of entrepreneurship, artificial intelli-
gence (AI) is transforming both theory and practice
(Chalmers, MacKenzie, & Carter, 2020; L�evesque,
Obschonka, & Nambisan, 2022; Obschonka &
Audretsch, 2020; Shepherd & Majchrzak, 2022;
Townsend & Hunt, 2019), in large part by altering
the “calculus of the actor–environment nexus, parti-
cularly as it pertains to entrepreneurial action under

conditions of uncertainty” (Townsend & Hunt, 2019:
2). New firms must grapple with a wide array of
uncertainties during the business venturing process
(Foss & Klein, 2012; Klein, 2008, McMullen, 2015;
McMullen & Shepherd, 2006; Packard, Clark, &
Klein, 2017; Sarasvathy, 2001; Townsend, Hunt,
McMullen, & Sarasvathy, 2018). The implementa-
tion and use of AI in new ventures offer the potential
to provide a novel, functionally superior means to
address these uncertainties, since “the new wave of
artificial intelligence [brings about] a critical compo-
nent of intelligence—prediction … [and] better pre-
diction reduces uncertainty” (Agrawal et al., 2018: 2;
Agrawal, Gans, & Goldfarb, 2019a, b). In contrast,
however, other scholars argue that AI systems are fun-
damentally limited in their ability to address the
problem of uncertainty (e.g., LeCun, Chopra, Hadsell,
Ranzato, & Huang, 2006; Obschonka & Audretsch,
2020; Townsend & Hunt, 2019). Gigerenzer (2022: 5)
asserted that, “when the environment is stable, AI
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can surpass humans. If the future is like the past, large
amounts of data are useful. However, if surprises hap-
pen, big data—which is always data from the past—
maymislead us about the future.” The critical issue at
the heart of this debate involves questions as to
whether the use of AI in entrepreneurship enables
entrepreneurs to address the problems of Knightian
uncertainty (Knight, 1921; Obschonka & Audretsch,
2020; Townsend&Hunt, 2019).

In the field of entrepreneurship, “Knightian
uncertainty” is endemic to the business venturing
process (Knight, 1921). It manifests through a cas-
cading set of four interrelated knowledge and action
problems (Townsend et al., 2018): (1) actor igno-
rance, (2) practical indeterminism, (3) agentic nov-
elty, and (4) competitive recursion (Knight, 1921).
The combined impact of these problems of Knigh-
tian uncertainty creates a formidable set of obstacles
that limit the ability of entrepreneurs to predict
future states of decision environments (Ramoglou,
2021; Ramoglou & McMullen, 2024; Rindova &
Courtney, 2020; Townsend & Hunt, 2019; Townsend
et al., 2018; Venkataraman, 1997). In similar fashion,
several computational theorists have increasingly
acknowledged that AI systems face comparable lim-
itations stemming from the problem of computa-
tional irreducibility, which, as Wolfram (2002: 73)
noted,

leads to a much more fundamental problem with pre-
diction … even if in principle one has all the infor-
mation one needs to work out how some particular
system will behave, it can still take an irreducible
amount of computational work actually to do this.

In light of these issues, the central premise of our
study asserts that the problems of Knightian uncer-
tainty create fundamental boundary conditions
governing the predictive capabilities and task perfor-
mance advantages of AI in entrepreneurship. As the
basis for this assertion, we analyze the computa-
tional reasoning and predictive capabilities of both
foundational (i.e., logical AI and machine learning)
and emerging (i.e., generative AI and causal AI)
types of AI to identify critical benefits and limita-
tions of each approach in addressing the problems of
Knightian uncertainty. Although each of these types
of AI offers numerous substantial benefits in entre-
preneurial decision environments, our in-depth
theorization illuminates areas where the problems
of Knightian uncertainty create computationally
irreducible barriers to the predictive capabilities
and task performance advantages of AI systems in
entrepreneurship.

Overall, our analysis of Knightian uncertainty’s
contingent role in shaping the performance advan-
tages of AI contributes to entrepreneurship and orga-
nization theory in three critical respects. First, we
build novel theory to explain how andwhy the foun-
dational problems of Knightian uncertainty play a
central role in determining the fundamental limits of
AI’s predictive capabilities in entrepreneurship (e.g.,
Obschonka & Audretsch, 2020; Townsend & Hunt,
2019; Townsend et al., 2018). Given the number of
areas in which AI systems have equaled or even
surpassed human-level task performance (e.g.,
Eloundou, Manning, Mishkin, & Rock, 2023), theo-
rizing about the boundary conditions of its predic-
tive capabilities in entrepreneurship may appear to
be premature. However, a fundamental implication
of our theorizing contends that, even if AI systems
eventually develop capabilities that are superior
to humans across all relevant tasks—ostensibly
through the emergence of artificial general intelli-
gence (“AGI”; see Bubeck et al., 2023)—important
dimensions of key entrepreneurial tasks will remain
computationally irreducible (i.e., Wolfram, 2002),
since even intelligent machines are subject to the
problems of Knightian uncertainty.1

Second, our study builds on extant research to pro-
vide much-needed construct clarity (i.e., Suddaby,
2010) regarding the nature and impact of Knightian
uncertainty in entrepreneurship (Townsend et al.,
2018), especially with the emergence of AI (Townsend
& Hunt, 2019). Prior studies have tended to define
Knightian uncertainty as being impervious to predic-
tion without making it clear whether this purported
unpredictability arises due to an entrepreneur’s inher-
ent lack of information, capabilities, or tools to develop
accurate predictions. If so, then AI has the potential
to solve the problem of Knightian uncertainty
through functionally superior technological capabil-
ities (Agrawal et al., 2018), thereby creating a serious
disconnect between the prevailing notions of Knigh-
tian uncertainty and the observable realities of
AI-assisted entrepreneurial action (Townsend &
Hunt, 2019). Our study addresses these problems

1 We thank our reviewers and editor for acknowledging
and emphasizing the importance of maintaining epistemic
humility with regard to predicting the future development
trajectory of AI systems. We agree. Our intent in this study
is not to either hype or question the future capabilities of
intelligent machines. Instead, our primary objective is to
identify and analyze the inherent paradoxical limits of
developing “future knowledge” in entrepreneurship, even
with advanced AI.
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head-on through an in-depth analysis of the cascad-
ing set of problems that define the nature and sub-
stance of Knightian uncertainty (Townsend et al.,
2018). Through our novel theorization, we explain
how and why some decision environments are
inherently unpredictable, even in the age of intelli-
gentmachines.

Third, our study contributes to both entrepreneur-
ship and organizational research by identifying and
cataloging the benefits and limitations of AI in entre-
preneurship and organizational research. As compu-
tational theorists debate the merits of developing
fully autonomous machines that operate without
human oversight or control (Berente, Gu, Recker, &
Santhanam, 2021), such pursuits illuminate a whole
host of important technical, ethical, and organiza-
tional problems for future entrepreneurship and
organizational research (Jia, Luo, Fang, & Liao,
2024). Building upon our novel theorization, we
explore the critical implications of these topics by
posing fundamental questions about the possibilities
(or impossibilities) of machine agency and agentic
AI (van Rijmenam & Logue, 2021) and the role of
autonomous AI systems in new and established
organizations.

In the next section, we review and critique exist-
ing literature concerning both the foundational and
emerging types of AI in entrepreneurship to lay the
groundwork for a reconceptualization of AI’s roles,
impacts, and limitations when addressing entrepre-
neurial action in the context of uncertain decision
environments.

AI, TASK PERFORMANCE,
AND ENTREPRENEURSHIP

The explosive growth of investment in and imple-
mentation of computationally complex systems of
AI heralds the emergence of a new era of machine
intelligence in entrepreneurship (Chalmers et al.,
2020; Obschonka & Audretsch, 2020; Townsend &
Hunt, 2019). In fundamental ways, the transforma-
tive potential of “creat[ing] and understand[ing]
intelligence as a general property of systems, rather
than as a specific attribute of humans” (Russell,
1997: 57; Russell, 2016), promises to aid the efforts
of entrepreneurs to tackle key problems in the busi-
ness venturing process (Townsend & Hunt, 2019) in
ways that will fundamentally transform the relation-
ship between humans and technology (Murray,
Rhymer, & Sirmon, 2021).

Yet, despite the transformative possibilities of
deploying AI in both established and new ventures,

entrepreneurship scholars are increasingly grappling
with questions regarding the effective use and role
of AI in entrepreneurship (Chalmers et al., 2020;
Obschonka& Audretsch, 2020; Shepherd&Majchrzak,
2022; Townsend & Hunt, 2019). While this emerging
stream of scholarly research has donemuch to identify
and describe the significant speed, scaling, and task
performance advantages of AI (Chalmers et al., 2020;
Shepherd & Majchrzak, 2022; Townsend & Hunt,
2019), questions persist over whether it is simply “a
matter of time” before AI utterly transforms entrepre-
neurship or whether the capabilities of AI systems are
being overhyped (L�evesque et al., 2022; Obschonka &
Audretsch, 2020). These debates are complicated by
recent breakthroughs in generativeAI and relatedmod-
els that amplify the inflated optimism amid acclama-
tions that “scale is all you need” (Mitchell & Krakauer,
2023). Although optimism that “more data and bet-
ter algorithms” will continue to empower entrepre-
neurial ventures to tackle seemingly “impossible”
computational tasks is not entirely unfounded
(Chalmers et al., 2020; Giuggioli & Pellegrini, 2023;
Shepherd & Majchrzak, 2022), AI skeptics are quick
to point out a generation’s worth of overhyped pre-
dictions of AI ascendency, which in their view, has
always culminated in a predictable series of “AI
winters” (cf. Duan, Edwards, & Dwivedi, 2019).

Parsing and adjudicating the differing opinions
between AI advocates and skeptics is difficult
because, in some sense, both groups are correct—
recent breakthroughs in AI systems, such as Open-
AI’s GPT-4, are clearly transformative technologies
that are nonetheless overhyped, both favorably and
unfavorably, in public discourse (Vinsel, 2023). Ana-
lyzing the capabilities, trade-offs, and limitations of
AI technologies (Nilsson, 2009) is critically important
in entrepreneurship research to chronicle not only
the transformative organizational impacts but also to
identify the limitations of AI (e.g., Chalmers et al.,
2020; L�evesque et al., 2022; Obschonka & Audretsch,
2020; Shepherd & Majchrzak, 2022; Townsend &
Hunt, 2019). In the following section, we take steps to
specify these lines of demarcation and the defini-
tional work surrounding them.

Humans versus Machines? The AI Task
Performance Debate

Contemporary research in the field of AI draws on
the foundational work of Kurt G€odel, Alonzo
Church, Alan Turing, and others “to create and
understand intelligence as a general property of sys-
tems, rather than as a specific attribute of humans”
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(Russell, 1997: 57). Although AI, as a scientific field,
has (in)famously eluded adoption of a single, precise
definition (Mitchell, 2019), leading theorists gener-
ally accept that “artificial intelligence” is “[technol-
ogy] that seeks to make computers do the sorts of
things minds can do” through the development of
computational processes that “involve psychologi-
cal skills—such as perception, association, predic-
tion, planning, motor control—that enable humans
and animals to attain their goals” (Boden, 2018: 1).
Thus conceived, the field of AI is united by a com-
mon goal to create systems of “machine intelligence”
that simulate or surpass the task performance capa-
bilities of humans (Agrawal et al., 2019b; Russell &
Norvig, 2016).

Progress toward these goals has been rapid in
recent years. Across numerous other business func-
tions, the use of AI in both new and established ven-
tures provides significant performance advantages
over humans to tackle key tasks in a variety of areas.
The accelerating improvement of the task perfor-
mance of AI raises important questions for entrepre-
neurship scholars regarding the use of AI in both
established and new ventures (e.g., L�evesque et al.,
2022; Obschonka & Audretsch, 2020; Shepherd &
Majchrzak, 2022; Townsend & Hunt, 2019). At the
heart of these decisions lie critical questions regard-
ing what, how, why, and when AI systems will be
able to deliver superior task performance (i.e., the
success of machines in accomplishing job-related
goals and objectives; Grace, Salvatier, Dafoe, Zhang,
& Evans, 2018) relative to humans. Experts offer
mixed assessments and competing forecasts con-
cerning the rate of AI’s task performance advance-
ment (Brynjolfsson & Mitchell, 2017). In a recent
global survey, a large sample of AI experts has pre-
dicted that there is a 50% chance “unaided
machines [will] accomplish every task more cheaply
and better than human workers” by 2061, resulting
in the full automation of human labor by AI over the
next century (Grace et al., 2018). Consistent with this
view, Shepherd andMajchrzak (2022: 8) cited a recent
McKinsey & Company report, which predicts that, by
2030, “30% of the activities [involving] 60% of all
careers” will be impacted by AI (Chui, Hall, Mayhew,
& Singla, 2022). OpenAI researchers have recently fore-
casted that nearly one-fifth of all U.S. workers could
have at least 50% of their tasks impacted by the intro-
duction of “large languagemodels”—an emerging type
of generativeAI (Eloundou et al., 2023).

At the same time, despite the growing number of
accomplishments of various AI systems, other scho-
lars remain skeptical regarding the ability of AI to

match or surpass the reasoning abilities and task
performance of human actors (e.g., Bishop, 2021;
Floridi, 2023; Gigerenzer, 2022). These scholars
often point to numerous prior examples of over-
blown prognostications about the ability of AI
technologies to replicate “human intelligence” as a
warning against overestimating the capabilities of
AI systems (Shaw, Rudzicz, Jamieson, & Goldfarb,
2019). Bishop (2021) provocatively argued that “AI
is stupid,” predicting that even emerging causal AI
systems will only be as effective as the human engi-
neering underlying its existence. He further argued
that future breakthroughs in algorithm development
will, at best, incompletely address the underlying
incapacity of AI to replicate human thought (Bishop,
2021). The ongoing debate between AI advocates
and skeptics highlights the contingent role of AI task
performance in entrepreneurship—in some cases,
AI systems provide superior capabilities, while,
in other cases, the capabilities of AI systems are
far more limited to tackling key problems in entre-
preneurship (Chalmers et al., 2020; Shepherd &
Majchrzak, 2022). Toward this end, both views will
be emphasized in detail.

Benefits and Limitations of Foundational and
Emerging Types of AI in Entrepreneurship

In recent years, key breakthroughs in AI algo-
rithms have enabled companies to solve extraordi-
narily complex computational tasks (Agrawal et al.,
2018). For example, Insilico Medicine, an AI drug
discovery startup, utilizes an integrated set of AI sys-
tems to analyze a large volume of scientific research
pertinent to the development of new therapeutics
(Insilico, 2019). The integration of Insilico’s unique,
AI-driven drug discovery model speeds up the pro-
cess of drug discovery by orders of magnitude—in
some cases, reducing the time it takes to identify
new drug candidates from an average of three years
to three weeks (Hale, 2020). Other breakthroughs in
generative AI systems, such as GPT-4, stable diffu-
sion, and other related technologies, highlight the
transformative potential of these new technologies.
Table 1 summarizes these different types of AI,
highlighting the modes of reasoning and prediction
in both the foundational and emerging types of AI
and emphasizing both the benefits and limitations of
each approach.

Foundational types of AI: Logical AI and
machine learning. Since the birth of AI as a scientific
field at the Dartmouth workshop in 1956, founda-
tional approaches to AI research have been dominated
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by two major approaches: logical AI and machine
learning.2 For several decades, logic-based approaches
to AI—essentially what AI scholars now describe as
“goodold-fashionedAI” orGOFAI—were constructed
using symbolic and propositional logic systems.
Logic-based systems rely on deductive reasoning and
require an enormous array of “if–then” statements to
anticipate all the contingent possibilities to guide
an AI’s decisions. As Boden (2014: 90) noted, such
systems are designed to handle computational tasks
“represented as a search space: a set of possibilities
(defined by a finite set of generative rules), within
which the solution lies—and within which it must be
found.” However, as Boden (2014: 90) further noted,
“in many cases, a systematic ‘brute force’ search
through the space is impractical because there are too
many possibilities to be individually considered.”

Computing solutions to complex decision pro-
blems with logic-based systems requires an exponen-
tially increasing amount of data and computational
power as each new bit of data increases the array of
possibilities in a decision problem. IBM’s develop-
ment of the Deep Blue system in 1997 to compete
with Garry Kasparov—the world champion chess
grandmaster at the time (Hsu, 2004)—provides a use-
ful example of the benefits and limitations of such a
system. The Deep Blue system possessed a staggering
computational advantage over Kasparov since it
could evaluate more than 200 million possible chess
moves per secondwhile Kasparov could, at best, eval-
uate three moves per second, relying “on computa-
tional power and simpler search and evaluation
function” (Nilsson, 2009: 32). Even so, the purported
superiority in computational prowess is not always
an asset.

As noted above, part of the challenge is that logical
AI systems are less suited to tackle other problems
when the array of possibilities expands exponen-
tially with each new decision by other actors in the
decision environment. Such environments create a
complex set of knowledge representation problems
for logical AI systems since the algorithms do not
know which information is relevant to the decision
or task at hand (Levesque, 1986). These problems
become intractable when logical AI systems attempt
to use deductive reasoning that applies formally
specified rules to specific cases, which often defy
simple classification and analysis (Marcus, 2020).

In these situations, the amount of knowledge that
must be encoded and stored expands exponentially
as the complexity of the task increases (Levesque,
1986). Such knowledge representation problems
remain a significant problem in autonomous robot-
ics and other similar AI domains, where researchers
are attempting to build intelligent machines capable
of navigating uncertain environments where multi-
ple agents interact in complex and unexpected ways
(Belle, Bolander, Herzig, & Nebel, 2023), leading to
the recognition that, for many AI systems, what is
simple for humans is quite difficult for machines
(Autor, 2014).

Scholars have explored the role of heuristic AI
methods that use commonsense “shortcuts,” “rules
of thumb,” or hybrid approaches to reduce computa-
tional burdens (e.g., Marcus, 2020), but knowledge
representation problems remain intractable for
logical AI systems in uncertain task environments.
IBM encountered the real-world equivalent of these
knowledge representation problems when the com-
pany’s corporate entrepreneurial venture, Watson
Health, struggled to adapt the venture’s automated
reasoning capabilities to address complex medical
problems in the health care industry (Hernandez &
Fitch, 2021; Ross & Swetlitz, 2018). Although project
researchers encouragedWatson Health executives to
take a narrower, more measured approach when dis-
cussing the capabilities of the system, IBM leaders
continued to overhype the Watson system (Lohr,
2021). David Ferrucci, one of the key scientists who
developed the platform, in an interview, noted that:

Watson was engineered to identify word patterns and
predict correct answers for the trivia game. It was not
an all-purpose answer box ready to take on the com-
mercial world … It might well fail a second-grade
reading comprehension test. (Quoted in Lohr, 2021)

Watson Health’s decision problems are apt illustra-
tions of the knowledge representation challenges that
logical AI systems would face if, for instance, they
were tasked to compute solutions in the game of Go,
where every possible move in the game expands the
scope and size of the decision problem exponentially.
For logical AI systems, the decision problem in Go is
“un-computable” as there are more possible moves
than stars in the known universe (DeepMind, 2019).
Yet, nearly 20years after Deep Blue’s victory over
Garry Kasparov, Alphabet/DeepMind’s AI system
AlphaGo accomplished exactly this feat by using
a completely different set of AI algorithms
leveraging new breakthroughs in deep learning
systems (DeepMind, 2019). The AI system was not

2 Reflecting this scientific heritage, what is known as
machine or deep learning in contemporary contexts is an
outgrowth of an earlier version of neural networks that
were often referred to as “perceptrons.”
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programmed with an explicit set of game rules or
strategies; instead, AlphaGo “learned” these rules by
using a series of algorithms applying Bayesian rea-
soning to learn effective game strategies. AI research-
ers at DeepMind built on the success of AlphaGo
to develop new approaches to machine or deep
learning that have been reportedly successful in
addressing one of the grand challenges of biology by
solving the protein folding problem—a breakthrough
that scientists believe will revolutionize drug dis-
covery (Callaway, 2020).

Yet, in other cases, entrepreneurs have faced sig-
nificant challenges in using deep learning systems to
tackle important entrepreneurial tasks. Zillow
Offers, a corporate venture of the real estate technol-
ogy firm Zillow, leveraged its parent company’s
massive “big data” platform to automate the “house-
flipping process,” whereby the company purchased
“undervalued” homes from willing sellers and then
tried to sell the homes for a quick profit to other
buyers. In this situation, the corporate venture’s
knowledge representation system was built on a
probabilistic analysis of housing prices based on his-
torical data. Although the machine learning system
could model degrees of uncertainty based on histori-
cal frequencies of housing prices usingmassive data,
such as spanning 15years of transaction data, Zillow
Offer’s AI model failed because of the unexpected
volatility of housing prices following the COVID-19
pandemic. In these situations, the probabilistic
underpinnings of the corporate venture’s machine
learning models could not account for unexpected
new possibilities in the decision environment.

Zillow Offer’s failure reflects the fundamental
challenges machine learning systems face with
“model brittleness” (i.e., “their unpredictable errors
and lack of robust generalization abilities”; Mitchell
& Krakauer, 2023: 1), specifically when trying to
apply machine learning models to new or dynamic
decision environments (Mitchell & Krakauer, 2023).
When real-life situations differ from the training
data used to develop these systems, machine learn-
ing models can produce unpredictable errors
(Heaven, 2019). For these reasons, a growing number
of AI scholars and practitioners have observed that
“there are no fixes for the fundamental brittleness of
deep neural networks” (Chollet, 2019). The extent of
this challenge is even evident in the increasingly
sophisticated, emergent types of AI, which we delve
into in the next section.

Emerging types of AI: Generative AI and causal
AI. The contrast between Zillow Offer’s failure to
leverage “big data” to automate the home-buying

process and DeepMind’s success in using machine
learning algorithms to solve the protein folding prob-
lem is at least partly a function of DeepMind’s use
and accurate allocation of emerging types of AI to
augment traditional machine learning systems. In
particular, DeepMind used an emerging type of gen-
erative algorithm to create new, winning strategies
for the game of Go. A growing number of other start-
ups are creating and using generative algorithms and
transform architectures to power high-profile crea-
tive breakthroughs in AI systems, such as OpenAI’s
ChatGPT and Stability AI’s Stable Diffusion, among
others. Generative AI systems are designed to learn
patterns from input data and then generate novel,
yet statistically similar, output. These models lever-
age complex algorithms derived from probability
theory and statistics to create new instances of data
that mimic the distribution of the original train-
ing data.

The generative reasoning that serves as the foun-
dation of these systems builds upon informational
cues in the environment “that create possible solu-
tions to problems that the machine encounters while
interactingwith its environment” (vanderZant et al.,
2013: 113). At the same time, these systems “do not
think, reason, or understand … they have nothing to
do with the cognitive processes present … in the
human brain and mind, to manage semantic con-
tents successfully” (Floridi, 2023). In this sense,
generative AI systems often lack the ability to under-
stand semantic meaning, as reflected in the tenden-
cies of these systems—particularly large language
models—to “hallucinate” concepts, ideas, and text
in their model outputs (Wolfram, 2023). These ten-
dencies stem from the use of stochastic functions
built on next-word-prediction probabilistic models
that are used to compute the output (Wolfram,
2023).

Although the capabilities of these systems are gen-
erating impressive breakthroughs across a variety of
different computational tasks, there are significant
limitations and risks with these approaches. In addi-
tion to a growing awareness among scholars of the
tendency of these systems to “hallucinate” inaccu-
rate facts and information by “generating seemingly
realistic sensory experiences that do not correspond
to real-world input” (Alkaissi & McFarlane, 2023: 3),
the stochastic functions that are the source of the
“creativity” of these machines are limited in their
ability to “understand” the meaning of model out-
put. In one simple but notable example, the startup
Solid Gold Bomb created an automated, print-on-
demand business on Amazon that sold variations of
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the “Keep Calm and Carry On” T-shirts. Instead of
trying to predict which versions of the “Keep Calm”

T-shirt would resonate with customers, the startup
used a basic type of generative algorithm that would
randomly (stochastically) combine different phrases
to create new phrases. The startup was soon forced
to close operations after considerable backlash from
customers in response to a series of violent and
misogynistic messages that the algorithm posted as
possible T-shirt designs on the startup’s Amazon
store. The algorithm, of course, had no ability to
understand the semantic meaning of the messages
on the shirt; the algorithms were simply randomly
combining words and tracking whether T-shirt
designs attracted the attention of potential custo-
mers. While the generative AI algorithms that are
emerging are certainly more sophisticated than the
algorithms used by Solid Gold Bomb, the fundamen-
tal computational approaches still rely on “random”

variation to generate novel output. For these reasons,
prominent AI scholars and practitioners argue that
the problems with generative AI systems are “not
fixable” due, in part, to the use of probabilistic
models in environments where the future is only
“partially predictable” (LeCun, 2018; LeCun et al.,
2006;Wolfram, 2023).

The reality that decision environments are only
partially predictable provides important insights
into the limitations of another emerging type of AI—
Causal AI—which combines causal inference with
machine learning to address the challenges of pre-
dicting decision outcomes in complex and dynamic
environments. Startups such as Insilico Medicine
use causal AI systems along with an ensemble of
generative AI systems to predict whether a new drug
will be successful in completing clinical trials. Other
startups like Stitch Fix use causal AI systems (i.e.,
directed acyclic graphs) to model new marketing
campaigns before launch to help inform strategic
decisions of where and how to invest their resources
(Landesberg, Davies, & Yee, 2019). The effectiveness
of these tools, however, is still contingent upon the
extent to which different future possibilities are
accounted for in the decisionmodel. Sentient Invest-
ment Management, one of the first “automated”
hedge funds, used an ensemble of sophisticated AI
genetic or evolutionary algorithms to manage the
startup’s portfolio of investments. The startup closed
down after 18 months due to poor investment
returns. Despite the startup’s sophisticated use of AI,
the investment strategy implemented by the AI
failed to account for the recursive impact of its own
trading activity on asset prices (Byrum, 2022).

In a competitive marketplace, the failure to account
for the recursive impact of choices to intervene or not
in decision environments amplifies the problem of an
unknowable future. Although causal AI tools can help
address some uncertainties in predicting the future
consequences of interventions, the task performance
of causal AI is limited when trying to infer the conse-
quences of novel and unexpected actions. As Bishop
(2021: 17) observed, “without genuine understanding,
the ability to seamlessly transfer relevant knowledge
from one domain to another will remain [elusive].”
Bishop (2021)went on to argue that, “lacking phenom-
enal sensation (in which to both ground meaning and
desire), even a system with a ‘complete explanatory
model’ (allowing it to accurately predict future states)
would still lack intentional pull, with which to drive
genuinely autonomous teleological behavior.” Though
powerful and useful, these emerging systems represent
a “new formof artificial agency” that lacks intelligence
and understanding and, thus, the ability to fully gov-
ern the system’s own behavior (Floridi, 2023). In this
sense, both generative and causal AI systems neither
possess fully proficient semantic awareness nor the
ability to exert agentic control, thereby limiting the
ability of these systems to address problems that are
central to entrepreneurship.

The Problem of Uncertainty and the
Fundamental Limits of AI Task Performance

As the foregoing makes plain, the capacity of both
foundational and emerging types of AI to address
the problems of knowledge representation, model
brittleness, semantic meaning, and agentic control
reflects a more fundamental and vexing paradox fac-
ing all AI systems—that, for some computational
tasks, what is easy for humans can be difficult for AI
(Autor, 2014; Minsky, 1987). At the heart of these
challenges, Gigerenzer (2022) argued, is the problem
of uncertainty. In similar fashion, a variety of scho-
lars from other fields, including several prominent
computational theorists, have expressed a similar
problem of uncertainty as a critical boundary condi-
tion on the use of different types of AI (e.g., Mathieu,
Couprie, & LeCun, 2016). These scholars are increas-
ingly calling for alternative approaches that extend
beyond the use of probabilistic reasoning to contend
with the problem of uncertainty (e.g., Matsuo et al.,
2022).

Although the use of Bayesian logic in a variety of
AI systems can address some facets of the problem of
uncertainty, the advocacy for new approaches that
move beyond probabilistic approaches is rooted in
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both technical and philosophical concerns. On the
technical side, in probabilistic approaches to AI,
such as Bayesian networks, it is essential to ensure
that the probabilities within a distribution sum
to 1—a process referred to as “normalization.”
Although essential to use probabilistic models in AI,
the use of normalization constants fills in gaps in the
model where the system does not have information
on all of the relevant possibilities (LeCun et al.,
2006). The use of normalization constants can, in
some cases, lead to highly inaccurate models’ pre-
dictions (Gelman & Meng, 1998). These technical
issues are significant enough that, even though the
use of probabilistic approaches allows AI systems to
compute solutions to uncertain decision problems,
the technical limitations of these models still pre-
vent accurate prediction—even probabilistically!—
in environments that will only ever be partially
predictable.

The premise that decision environments will never
be more than merely partially predictable reflects the
fundamental philosophical skepticism held by many
prominent AI theorists that all decision problems can
be successfully solved through computational meth-
ods. The central issue in un-computable decision pro-
blems stems from the computational irreducibility of
some tasks. AsWolfram (2002: 73) noted:

Computational irreducibility leads to a much more
fundamental problem with prediction … even if in
principle one has all the information one needs to
work out how some particular system will behave, it
can still take an irreducible amount of computational
work actually to do this.

Unfortunately, Wolfram (2002: 73–74) concluded
that “there is in fact always a fundamental competi-
tion between systems used to make predictions and
systemswhose behavior one tries to predict.”

For entrepreneurship scholars researching the use
and limits of AI in entrepreneurship, Wolfram’s
(2023) insights highlight the fundamental implica-
tions of the transformative use of AI in entrepreneur-
ship. As much as AI transforms the practice of
entrepreneurship in the coming years, the field itself
will change in substantial but unpredictable ways.
In the following section, we explore these linkages to
analyze how the problems of Knightian uncertainty
create important boundary conditions for the use of
AI in entrepreneurship.

KNIGHTIAN UNCERTAINTY AND AI

In entrepreneurship research, the “problem of
uncertainty” refers to the challenges entrepreneurs

face when “making investments today without
knowing what the distribution of the returns will be
tomorrow” (Venkataraman, 1997: 120; see also Foss
& Klein, 2012; Gans et al., 2019; McMullen, 2015;
McMullen & Shepherd, 2006; Packard et al., 2017;
Rindova & Courtney, 2020; Sarasvathy, 2009;
Townsend et al., 2018; Wood, Bakker, & Fisher,
2021). For entrepreneurs, the problem of uncertainty
complicates a vast array of fundamentally important
and practical entrepreneurial tasks, including which
products or services to develop (Gans, Stern, & Wu,
2019), which market segments to target (Gruber,
MacMillan, & Thompson, 2008), or how to best
design the venture’s business model to realize future
performance objectives (Demil, Lecocq, Ricart, &
Zott, 2015).

To address the problem of uncertainty, entrepre-
neurship scholars have explored a variety of deci-
sion tools and strategies that entrepreneurs use to
navigate uncertain environments.3 In recent studies,
a growing number of scholars have speculated that
emerging AI technologies will provide useful tools
to help managers and entrepreneurs address the
problem of uncertainty (e.g., Agrawal et al., 2018;
Agrawal et al., 2019b; Townsend & Hunt, 2019). As
Agrawal and colleagues (2018: 2) noted, “the new
wave of artificial intelligence [brings about] a critical
component of intelligence—prediction … [and]
better prediction reduces uncertainty” (see also
Agrawal et al., 2019b). In contrast, other scholars
argue that the problem of uncertainty presents an
important set of obstacles for AI systems in entrepre-
neurship (Obschonka & Audretsch, 2020; Townsend
&Hunt, 2019) since the future states of entrepreneur-
ial decision environments are, to a significant
degree, unpredictable and unknowable (Ramoglou,
2021; Ramoglou &McMullen, 2024; Townsend et al.,
2018).

Our central premise builds on the fundamental
distinction betweenKnightian uncertainty and other
types of uncertainty in the business venturing
process to assert that the problems of Knightian
uncertainty create important boundary conditions
for the use of AI in entrepreneurship (McMullen &
Shepherd, 2006; Townsend et al., 2018; Townsend &
Hunt, 2019). As new possibilities are actualized in
the business environment through entrepreneurial
action (Ramoglou, 2021), entrepreneurs confront the
problems of Knightian uncertainty (Knight, 1921;
McMullen & Shepherd, 2006; Townsend et al.,

3 See Shepherd, Williams, and Patzelt (2015) and
Townsend et al. (2018) for reviews of these literatures.
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2018)—actor ignorance, practical indeterminism,
agentic novelty, and competitive recursion—as a set
of formidable obstacles when striving to navigate an
unknowable array of future possibilities that are nei-
ther analyzable nor predictable using statistical anal-
ysis and probabilistic reasoning.

For AI systems, since both foundational and
emerging types of AI rely on statistical analysis as
the basis of computation, the ubiquitous presence of
Knightian uncertainty in entrepreneurship illumi-
nates the boundary conditions governing the use of
AI in entrepreneurship (Townsend & Hunt, 2019). In
this section, we explore and analyze these issues by
bridging existing work on the limitations of founda-
tional and emerging types of AI with the problems of
Knightian uncertainty.

Theoretical Background: What Is
Knightian Uncertainty?

For more than a century, Knight’s (1921) founda-
tional work on the nature and role of uncertainty in
entrepreneurship—Risk, Uncertainty, and Profit—
has been instrumental in shaping how economics
(e.g., Ellsberg, 1961; Lawson, 1988; Luce & Raiffa,
1957/1989), organizational (e.g., Duncan, 1972) and
entrepreneurship (e.g., Busenitz & Barney, 1997;
Sarasvathy, 2001; McMullen & Shepherd, 2006;
Townsend et al., 2018) scholars theorize the role of
uncertainty in economic and social phenomena. In
the field of entrepreneurship, Knight’s theory of
uncertainty has substantially shaped the develop-
ment of virtually all of the field’s most prominent
theories, including foundational approaches to
entrepreneurial orientation (Miller, 2011), entrepre-
neurial cognition (Busenitz & Barney, 1997), effectu-
ation (Sarasvathy, 2001), entrepreneurial action
(McMullen & Shepherd, 2006), creation theory
(Alvarez & Barney, 2007), and the judgment-based
analysis (Foss & Klein, 2012).

Knight’s (1921) fundamental thesis in Risk,
Uncertainty, and Profit is reflected in a now-
classic dichotomization of risk and uncertainty
wherein he differentiates “true uncertainty”—an
unmeasurable type of uncertainty—from other types
of “uncertainty” that are measurable through statisti-
cal analyses. In Knight’s (1921) view, unmeasurable
(true) uncertainties play a central role in creating the
possibility of generating economic profits, since,
under these conditions, markets are unable to price
assets accurately. In contrast, when uncertainties are
measurable, Knight (1921) argued that entrepreneurs
can use the tools of probability theory or insurance

to hedge against such measurable risks. Contempo-
rary research in entrepreneurship builds on Knight’s
distinction between risk and uncertainty to examine
decision problems for which the use of probabilistic
tools provides limited value to addressing the prob-
lem of uncertainty (e.g., Feduzi, Faulkner, Runde,
Cabantous, & Loch, 2022; Hertwig, Pleskac, &
Pachur, 2019; Rindova & Courtney, 2020; Townsend
et al., 2018).

To build his approach, Knight (1921) grounded
the general categories of risk and uncertainty in the
Kantian theory of judgment (Kant, 1800/2004) to
align three types of probability judgments (i.e., a
priori, statistical, and estimates) with Kant’s three
modalities of judgment (i.e., apodeictic, assertoric,
and problematic). In the Kantian framework, prob-
lematic judgments reflect the most fundamental
type of uncertainty about whether something is
possible or impossible (Kant, 1800/2004). Contem-
porary decision theorists refer to this type of uncer-
tainty as “modal uncertainty,” encompassing what
Bradley and Drechsler (2014: 1229) described as
“uncertainty about what is possible or what could be
the case … [and] concerns the make-up of the space
of states and consequences, and hence what actions
are possible.” Knight (1921: 243) drew on similar
logic to argue that:

Judgment or foresight and the capacity for planning
and the ability to execute action … [under conditions
of uncertainty] are each the product of … (a) accu-
racy, (b) promptness or speed, (c) time range, and (d)
space range.

Building on this logic, the baseline condition of
Knightian uncertainty is a type of modal uncertainty
that reflects the fundamental problems entrepre-
neurs face in developing “future knowledge” about
whatwill be possible or impossible in the future.

The critical distinction between Knightian uncer-
tainty and the other types of uncertainty is reflected
in the challenges entrepreneurs face in knowing
what is possible (or impossible) in the future states
of decision environments. In Knight’s view, how-
ever, this state of “modal uncertainty” is not simply
a function of the ignorance of the entrepreneurs or a
limitation of the tools of probability theory. Instead,
Knight (1921) argued that “true uncertainty” is
rooted in the dynamic and unpredictable nature of
the decision environment itself:

It is a world of change in which we live, and a world
of uncertainty. We live only by knowing something
about the future; while the problems of life, or of con-
duct at least, arise from the fact that we know so little.
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This is as true of business as of other spheres of activ-
ity. (Knight, 1921: 199)

For Knight (1921), the knowledge problems entrepre-
neurs face in “knowing something about the future”
are rooted in the indeterminism of the environment—
the fact that future states of the world can evolve in
dynamic and unpredictable ways (Rindova & Court-
ney, 2020; Townsend et al., 2018). In this sense, the
ignorance of the entrepreneur about the future and
the limitations of probability theory are not temporary
states that can be resolved through inductive pro-
cesses of knowledge acquisition or through the devel-
opment of better probabilistic tools.

The Problems of Knightian Uncertainty and the
Computational Limits of AI

For entrepreneurs, the problems of Knightian
uncertainty are rooted in the problems actors face in
knowing what will be possible or impossible in the
future. Under these conditions, nomatter howmuch
information the entrepreneur collects or generates,
computing whether a future state is possible or
impossible will only ever be, at best, partially pre-
dictable due to the dynamic nature of decision envir-
onments. This dynamism is, in turn, rooted in the
actions of entrepreneurs to actualize (or not) new
possibilities in the system through acts of economic
pioneering (McMullen & Shepherd, 2006; Ramoglou
&McMullen, 2024; Townsend et al., 2018).

Thus, the central premise of our theoretical
approach contends that, while the growing sophisti-
cation of both foundational and emerging types of AI
will provide novel tools and methods for addressing
the problems of natural and empirical uncertainty
(i.e., risks), the problems of Knightian uncertainty
manifested through four interrelated problems con-
fronting entrepreneurs—(1) actor ignorance, (2)
practical indeterminism, (3) agentic novelty, and (4)
competitive recursion—create the computational
limits on the use of AI in entrepreneurship. Consis-
tent with this view, Table 2 summarizes these pro-
blems of Knightian uncertainty and connects each to
the critical limitations of both foundational and
emerging types of AI in entrepreneurship.

Actor ignorance and knowledge representation.
The first problem of Knightian uncertainty is the
problem of actor ignorance. In Knight’s theory, the
problem of “actor ignorance” refers to the difficulties
entrepreneurs face in specifying whether different
possibilities are relevant or not in a decision envi-
ronment: “We live only by knowing something about
the future; while the problems of life, or of conduct

at least, arise from the fact that we know so little”
(Knight, 1921: 199). At the core of this problem are
the intersecting premises that there are too many
possibilities in the world for a finite intelligence to
know all the relevant factors in a particular situation
and how these factors will interact with one another.
As Knight (1921: 207) argued:

The world is made up of objects which are practically
infinite in variety … and when we consider the num-
ber of objects which function in any particular situa-
tion, and their possible variety, it is evident that only
an infinite intelligence could grasp all of the possible
combinations.

For entrepreneurs, the problem of actor ignorance
manifests in situations wherein they do not know
which possibilities might exist (or not) in future
decision environments. Actor ignorance is a knowl-
edge problem (Townsend et al., 2018) that exists at
the actor level as it reflects an entrepreneur’s igno-
rance or lack of information about what is possible
(or impossible). Entrepreneurs resolve actor igno-
rance by gathering information so they can deter-
mine what will be possible or impossible for them
in the future. In this sense, actor ignorance is similar
to the problems of knowledge representation facing
AI systems (e.g., Brundage, 2014; Mart�ınez &
Fern�andez-Rodr�ıguez, 2015).

Resolving the problem of actor ignorance with AI
requires the AI system to solve a variety of computa-
tional tasks relating to “model parameterization”
where the system must determine whether different
bits of information are relevant (or not) to the task at
hand (e.g., Eckstein, Master, Xia, Dahl, Wilbrecht, &
Collins, 2022). Rectifying the problem of actor igno-
rance can be difficult for logical AI systems because
the system requires rules and explicit guidelines for
determining whether the information is relevant or
not. In a recent article, Marcus (2020: 6) acknowl-
edged the challenges logical AI systems face with
regard to knowledge representation:

We must refocus, working towards developing a
framework for building systems that can routinely
acquire, represent, and manipulate abstract knowl-
edge, using that knowledge in the service of building,
updating, and reasoning over complex, internal mod-
els of the external world.

Marcus (2020: 28) recognized the challenges of
pursuing this approach to addressing the knowledge
representation problem, noting that “connecting
abstract knowledge to specific real-world situations
at scale in an efficient fashion is essentially an
unsolved problem.” At the core of these problems is
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the recognition that much of the knowledge that is
most useful to entrepreneurs is tacit (e.g., Polanyi,
1962), learned over time through experience. The
rules-based computational processes used by logical
AI systems lack the ability to understand “tacit
knowledge,” thereby creating what we have previ-
ously discussed in the study as the Polanyi paradox
in AI (i.e., tasks that may be easy for humans are
often hard for AI systems; Autor, 2014).

However, when knowledge can be represented
and described using symbolic logic or quantifiable
scientific laws, AI systems becomemuchmore effec-
tive in analyzing these bits of information. As we
have noted, Insilico Medicine utilizes a comprehen-
sive set of AI natural language processing tools in the
product development process to analyze millions of
pages of scientific research to identify relevant new
scientific discoveries regarding different diseases
(Insilico, 2019). Insilico’s success in using AI to ana-
lyze a large volume of scientific research in order to
identify relevant scientific discoveries is not simply
a function of using more sophisticated algorithms
but is also aided by the type of scientific information
that is being integrated and analyzed. Although the
possibility space for new drugs is massively large, it
is knowable in so far as the known laws of science
can govern the search process.

In contrast, when entrepreneurs try to use AI tech-
nologies to contend with problems where the future
possibilities are unknowable, the computational
task becomes exponentially more difficult. These
problems are aptly demonstrated by the challenges
Argo AI faced in trying to commercialize fully auto-
mated self-driving technologies. Despite the techno-
logical sophistication of the venture’s self-driving
AI, the fast-changing, dynamic environment inher-
ent in everyday driving, while comparatively easy
for humans to navigate, still remains too difficult for
startups like Argo AI to tackle successfully. Overall,
both foundational and emerging types of AI vary in
their capacity to address the problem of actor igno-
rance and knowledge representation. However,
when these AI systems cannot determine what is
possible or impossible in the future, these computa-
tional tasks will remain difficult for these systems to
handle successfully.

Practical indeterminism and model brittleness.
While the limitations “finite intelligences” face in
comprehending the overwhelming complexity of
the world are, of course, common to everyone, the
problem of actor ignorance is further complicated by
the problem of practical indeterminism. In Knight’s
theory, practical indeterminism refers to the fact

that, at the environmental level, multiple unknown
future possibilities are continually generated in the
decision environment. In these situations, Knight
(1921: 198–199) argued:

Even though the businessman [sic] could not know
in advance the results of individual ventures, he
could operate and base his competitive offers upon
accurate foreknowledge of the future if quantitative
knowledge of the probability of every possible out-
come can be had.

In other words, if all the future possibilities are
knowable, then the entrepreneur can still operate
successfully by using probabilistic reasoning to
determine the proper course of action.

In Knightian theory, the problem of practical inde-
terminism raises questions as to whether gathering
enough information will ever enable actors to pre-
dict the future with complete certainty. Consistent
with this view, Knight (1921) argued that, even if an
individual is able to access all of this information,
each decision situation would be shaped by
“unknowable causes,”which would limit the ability
of the entrepreneur to predict the future. Under these
conditions, entrepreneurs act as if the environment
is indeterminate:

The postulates of knowledge generally involve the
conclusion that it is really determined in the nature of
things which house will burn, which man die, and
which face of the thrown die will come uppermost.
The logic which we actually use, however, assumes
that the result is really indeterminate, that the
unknowable causes actually follow a law of indiffer-
ence. (Knight, 1921: 219)

The problem of practical indeterminism plays an
important role in entrepreneurial decision environ-
ments. As Knight (1921) argued, changes in the
environment do not prevent entrepreneurs from pre-
dicting the future as long as the “law of change” is
known. For example, demographic changes play an
important role in shaping the vitality and distribu-
tion of economic opportunities over the long run in
countries around the world. Although these slow
changes do require entrepreneurs to adapt their
plans to these shifting demographics, as long as the
rate of change falls within the range of possible
values, the startup can prepare for these environ-
mental changes. In this sense, practical indetermin-
ism is, like actor ignorance, a knowledge problem,
but one that occurs at the environmental level
instead of the actor level. Resolving practical inde-
terminism, thus, requires entrepreneurs to collect
bits of information about the overall environment
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with the goal of determining what will be affordable
or not in the future (Ramoglou, 2021).

However, this is every bit as difficult as it sounds,
evidenced most recently by the sudden economic
and social shocks borne out of the COVID-19 pan-
demic, which uncompromisingly exposed the brit-
tleness of forecasting models when unexpected
changes extend well beyond the range of possible
outcomes any organization could have anticipated.
The widespread failure of startups at the beginning
of the COVID-19 pandemic illustrates the problem
that practical indeterminism creates for entrepreneurs.
For AI systems, the problem of practical indetermin-
ism is likewise tied to the problem ofmodel brittleness
(Mitchell, 2021) since it is also subject to the signifi-
cant challenges accompanying the need to account for
unexpected, dynamic changes in the environment
(Agrawal et al., 2018). In the aftermath of the failure of
Zillow Offer, its CEO acknowledged, “We’ve deter-
mined the unpredictability in forecasting home prices
far exceeds what we anticipated” (Clark, 2021).
Although the venture possessed a massive database of
prior transactions, unexpected volatility in the system
exposed the brittleness of the AI models, thereby
undermining the system’s ability to make accurate
inferences about future real estate prices.

The use of Bayesian learning in machine learning
algorithms addresses some of the problems encoun-
tered by ventures such as Zillow Offers by account-
ing for statistical uncertainty in a predictive model.
For example, Ximantis utilizes a set of stochastic
machine learning models to forecast traffic conges-
tion. The company offers AI as a service to help
reduce fuel consumption for companies with large
driving fleets with the stated goal of helping compa-
nies achieve their sustainability goals. The startup’s
success in using stochastic machine learning is
directly tied to the nature of the computational task
the venture is attempting to solve. Unlike Argo AI,
which, as previously noted, was attempting to solve
the problem of actor ignorance by equipping indi-
vidual self-driving cars with the technology to auto-
mate the driving process, Ximantis is solving a
different problem through the inferential analysis of
aggregated traffic data through machine learning.
Even though the underlying problem is computa-
tionally complex, the use of stochastic machine
learning allows the startup to predict traffic conges-
tion probabilistically, even in a chaotic system,
because the startup can aggregate the data together to
analyze it statistically, especially during periods of
relatively stable or statistically repetitive environ-
mental conditions.

Agentic novelty and semantic meaning. The
problem both entrepreneurs and AI systems face in
contending with the problem of practical indetermin-
ism is further complicated by the fact that, in many
cases, practical indeterminism is actually caused by
entrepreneurial action. On this point, Knight (1921:
221) related that, “if there is real indeterminateness,
and if the ultimate seat of it is in the activities of the
human (or perhaps organic) machine, there is in a
sense an opening of the door to a conception of free-
dom in conduct.” Knight’s musings on the “human
machine” as the source of real indeterminateness illu-
minate the third problem of Knightian uncertainty:
agentic novelty. In Knightian theory, “agentic novelty”
refers to the actions entrepreneurs take to introduce
new possibilities into the system that diverge from
existing approaches. Entrepreneurs engage in agentic
novelty, in part, to generate economic profits through
the pursuit of unique opportunities (Ramoglou &
McMullen, 2024) through acts of economic pioneering
(Knight, 1942). In related work, Knight (1942: 128)
argued that the “first and primary function (of entre-
preneurs), in a progressive society, is that of leadership
or economic pioneering; it is to initiate useful changes
or innovations. The incentive to new departures is
profit in the corresponding sense.”

In this sense, unlike the problems of actor igno-
rance or practical indeterminism, the problem of
agentic novelty is an action problem in so much as
the level of uncertainty is tied to the actions (or non-
actions) the entrepreneur takes. However, similar to
actor ignorance, agentic novelty occurs at the actor
level as entrepreneurs enact “new departures” to
“initiate useful changes or innovations.” In these
cases, these agentic acts of economic pioneering
often represent a willful departure from established
norms and practices in order to produce new innova-
tions that appeal to customers. At the heart of
economic pioneering is the willingness to try some-
thing new that reconceptualizes customer needs
and wants in novel ways. In doing so, agentic nov-
elty challenges entrepreneurs to engage in counter-
factual reasoning—to imagine they might be able
to actualize the future through entrepreneurial
action (Ramoglou & McMullen, 2024). Contemplat-
ing such actions requires empathetic judgment and
an understanding of key customer problems, needs,
and wants (McMullen, 2015). The rapid growth and
development of generative AI tools, such as Open-
AI’s ChatGPT, Stable Diffusion’s text-to-image AI,
and other recent generative AI startups, can certainly
offer creative new ideas for entrepreneurs to ex-
plore (Townsend & Hunt, 2019). However, these
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technologies will always be limited because the
underlying generative process ultimately relies on a
stochastic function to generate new possibilities.
There is no reliable semantic awareness or empathetic
accuracy underpinning these efforts—problems that
are reflected in the tendency of these systems to
“hallucinate facts” and data inmodel output.

To help mitigate these risks, Stitch Fix keeps
“humans in the loop” to provide oversight and mod-
ify the creative output of the startup’s AI over the
production and distribution of clothing items to cus-
tomers (Sibley et al., 2016). Numerous startups are
facing significant challenges in addressing these pro-
blems of agentic novelty and semantic meaning in
managing their AI systems. OpenAI spent a signifi-
cant amount of time in “adversarial testing” and has
implemented strict controls to try to limit the pro-
duction and distribution of harmful content by
ChatGPT (OpenAI, 2023). Startups building text-to-
image or -video AI tools have faced an ongoing battle
to prevent users from abusing the system by produc-
ing illegal content such as child pornography or
deepfake videos and pictures (e.g., Westerlund,
2019). In a fashion similar to Insilico Medicine, sev-
eral drug discovery startups have implemented strict
controls to prevent the technology from being used
to create harmful chemical or biological weapons
(e.g., Urbina, Lentzos, Invernizzi, & Ekins, 2023).

However, other computational theorists argue that
these problems are not solvable algorithmically
because the underlying model’s reliance on probabi-
listic reasoning will not produce semantic aware-
ness in the AI of what it is producing (LeCun, 2018).
These systems are powerful, creative, and useful for
creating new possibilities through the production of
novel products and services. At the same time, these
AI systems are also vapid and blind, producing nov-
elties through a stochastic mixing of different possi-
bilities and lacking awareness of what is produced.
In this sense, generative AI tools address dimensions
of the agentic novelty problem through the production
of novel things but without any understanding of the
semantic meaning of what is being created. Overall,
addressing the problems of agentic novelty requires
entrepreneurs to understand and interpret the impli-
cations of their “new departures.” For now, AI sys-
tems lack the ability to understand and interpret the
meaning of the actions and choices the systems are
making, and, thus, AI systems will likely still struggle
to address the problem of agentic novelty.

Competitive recursion and agentic control.
These “new departures” through acts of agentic nov-
elty are an important source of new possibilities in

the economic system but also lead to the fourth prob-
lem of Knightian uncertainty: competitive recursion.
In Knightian theory, the problem of “competitive
recursion” refers to the consequences of the novel
choices and actions of actors to intervene or not that
recursively feed back into the decision environment.
These actions or non-actions cascade and ripple
through the business environment, amplifying the
problems of knowing what will be possible or impos-
sible in the future. These problems stem from the diffi-
culty of “twofold inference,” whereby entrepreneurs
“must inferwhat the future situationwould have been
without our interference, and what change will be
wrought in it by our action”Knight (1921: 202). Unfor-
tunately, Knight (1921: 202) argued, “none of these
processes is infallible, or indeed ever accurate and
complete.” As a result, entrepreneurs in both new
firms and corporate ventures react and act in pursuit
of profits, predicting future consequences of these
ongoing, complex sequences of action and amplifying
“the fundamental uncertainties of economic life [as]
the errors in predicting the future and in making pre-
sent adjustments to fit future conditions” (Knight,
1921: 259).

The actualization of new possibilities through acts
of agentic novelty is an important source of new
opportunities in the economic system (Ramoglou,
2021). Like the problem of agentic novelty, the prob-
lem of competitive recursion is an action problem,
in that, as the choices and actions of actors to inter-
vene (or not) ripple recursively through the decision
environment, the problem of Knightian uncertainty
is amplified in entrepreneurship. In this sense,
unlike agentic novelty, the problem of competitive
recursion manifests in the broader decision environ-
ment, encompassing an unknowable set of competi-
tive actors who may or may not intervene in a
marketplace. These actions subsume the challenges
with “double inference” highlighted in Knight’s the-
ory. When competitors choose to (or not to) inter-
vene in decision environments, the dynamic nature
of competition leads to future moves and counter-
moves by other actors.

To address the problem of competitive recursion,
a growing number of startups are using causal AI
tools to analyze the impact of interventions in the
decision environment. Directed acyclic graphs and
other causal AI tools enable startups to infer the
future consequences of different possible decisions.
causaLens is developing a suite of causal AI tools for
multiple industries that allows users to apply a com-
bination of machine learning and causal inference
tools (Pearl, 2018) to analyze a variety of decisions
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before they are implemented. In one particular use
case, the startup has built a suite of causal AI tools to
allow hedge funds and other financial entities to
analyze the future impact of different trading strate-
gies on asset prices. The startup recently reported
that the use of their causal AI tools allowed client
firms to accurately forecast foreign currency
exchange prices 24 hours in advance of trading.
Compare causaLens’s success with the failure of
Sentient Investment Management, which used an
ensemble of sophisticated AI genetic or evolutionary
algorithms to manage the startup’s portfolio of
investments. Despite the startup’s seemingly sophis-
ticated use of AI, the investment strategy implemen-
ted by the AI failed to account for the recursive
impact of its own trading activity on asset prices
(Byrum, 2022).

In a competitivemarketplace, the failure to account
for the recursive impact of choices to intervene or not
in decision environments amplifies the problem of
competitive recursion. Although causal AI tools can
help address some facets of the challenges of addres-
sing these problems, causal AI is still limitedwhen try-
ing to infer the consequences of novel and unexpected
actions. Pearl (2018) acknowledged the limitations of
these tools, noting that causal AI requires information
about possible counterfactuals in order to infer the
consequences of different actions. Entrepreneurs face
a variety of decisions regarding the feasibility and
desirability of intervention tasks (i.e., Should we enter
thismarket or another?Which newproduct shouldwe
develop? Howwill our customers respond to new pro-
ductswe are developing?). These challenges culminate
in the problems entrepreneurs face in knowing how
collective actions and choices of an unknowable set of
competitors, both now and in the future, will impact
the dynamics of anymarketplace.

As Wolfram (2023) recently noted, AI systems are
locked in an ongoing race with the systems they are
attempting to navigate and predict. These challenges
are particularly relevant in fast-changing, dynamic
marketplaces. Competitors will respond, sometimes
in unexpected ways, thereby transforming what was
an already complicated situation into an unknow-
able one in the future. AI systems offer useful tools
for addressing these problems, but the culmination
of the four problems of Knightian uncertainty—actor
ignorance, practical indeterminism, agentic novelty,
and competitive recursion—creates clear boundaries
on the use of AI entrepreneurship. In the following
section, we build on these insights to identify impor-
tant research opportunities at the intersection of AI
and entrepreneurship.

DISCUSSION AND FUTURE RESEARCH

The purpose of this study is to bridge existing
research in the fields of entrepreneurship and AI
research to explore the limits of AI in the business
venturing process (Chalmers et al., 2020; L�evesque
et al., 2022; Obschonka & Audretsch, 2020;
Shepherd & Majchrzak, 2022; Townsend & Hunt,
2019). Our central premise is that the problems of
Knightian uncertainty—actor ignorance, practical
indeterminism, agentic novelty, and competitive
recursion—create fundamental boundary conditions
on the predictive capabilities and task performance
advantages of AI in entrepreneurship (Arikan,
Arikan, & Koparan, 2020; Foss & Klein, 2012;
McMullen & Shepherd, 2006; Rindova & Courtney,
2020; Sarasvathy, 2001; Townsend & Hunt, 2019;
Townsend et al., 2018; Venkataraman, 1997). We
ground the logic of our theoretical approach by
examining the benefits and limitations of four foun-
dational and emerging types of AI—logical AI,
machine learning, generative AI, and causal AI—to
tackle key entrepreneurial tasks such as identifying
targetmarket segments or developing novel products
and services through computational means. To illus-
trate our analytical approach, we highlight contem-
porary examples of how startups in a variety of
industries are using AI to tackle these entrepreneur-
ial tasks. Based on this approach, our analysis indi-
cates that, while both foundational and emerging
types of AI provide important task performance
advantages in entrepreneurship, AI systems are still
subject to the problems of Knightian uncertainty.

Knightian Uncertainty and the Boundaries of AI
in Entrepreneurship

The first contribution of our study emerges from
our theorization concerning how and why the pro-
blems of Knightian uncertainty create fundamental
boundary conditions on the predictive capabilities
of AI in entrepreneurship. While each of these pro-
blems creates important obstacles for AI systems, a
key opportunity for future research is to explore and
analyze the nature of the paradoxical relationship
between the knowledge (i.e., actor ignorance and
practical indeterminism) and action (i.e., agentic
novelty and competitive recursion) problems at
the heart of Knightian theory. Future research will
undoubtedly identify a growing number of areas
where AI tools are used to solve important knowl-
edge problems. The recent success of DeepMind’s
AlphaFold AI in solving the protein folding
problem—one of the “grand challenges” of biology
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research and an important area in drug discovery—
foreshadows these types of future breakthroughs.

However, the problems of Knightian uncertainty
are not simply knowledge problems. Although
knowledge (or perhaps “unknowledge”; McVea &
Dew, 2022) problems play an important role, when
entrepreneurs act in novel ways through acts of
“economic pioneering” and “willful departures”
from the status quo in the pursuit of novel profit-
generating opportunities, new possibilities are intro-
duced into the decision environment. Emerging
types of generative AI will play an important role in
assisting and complementing these efforts, but the
role of agentic novelty in generating new possibili-
ties involves more than just the random or stochastic
“remixing” of existing data and information. Imag-
ined futures (Ramoglou & McMullen, 2024), entre-
preneurial vision (Thiel & Masters, 2014), and
profound beliefs (Blank, 2023) all play an important
role in entrepreneurial pioneering by human actors.
Human entrepreneurs can imagine and pursue alter-
native futures (e.g., Kier & McMullen, 2018), but
existing AI tools are not motivated by a vision of
the future. These systems lack the semantic aware-
ness and understanding (Bishop, 2021) and the
“determined optimism” (Thiel & Masters, 2014) to
see the process of turning new possibilities into via-
ble opportunities (Ramoglou &McMullen, 2024).

Yet, even without these agentic capabilities, gener-
ativeAI systems can play a useful role in combination
with human entrepreneurs to generate creative new
product and service ideas (Shepherd & Majchrzak,
2022; Townsend & Hunt, 2019). At the same time, as
the capabilities of these AI systems continue to grow
and the systems are granted more autonomy, under-
standing the fundamental limitations of the predic-
tive capabilities of these systems will help better
inform organizational design choices. One important
question for future research would be to explore
important distinctions among different approaches to
“automation” and “iteration” in designing AI task
environments. For startups like InsilicoMedicine, the
use of AI tools speeds up the process of drug discov-
ery by automating the review and analysis of a vast
amount of scientific research through natural lan-
guage processing models. These insights can then
be tested and validated through a series of iterative
steps involving automated hypothesis testing and
validation.

Competitive environments create a different set of
challenges for designing AI task environments.
Although the growing use of game theoretic model-
ing (Qi, 2019) and generative adversarial networks

(Creswell, White, Dumoulin, Arulkumaran, Sen-
gupta, & Bharath, 2018) in AI systems provide useful
computational approaches to automate decisions in
these environments, the ongoing iterative sequences
of moves and countermoves among competitors
amplify the problems startups face in predicting the
consequences of their competitive actions. These
problems will be further exacerbated by the extent to
which AI systems pursue novel strategies in pursuit
of competitive advantages. Recent studies in the AI
literature continue to document a growing number
of emergent strategic capabilities and achievements
of these AI systems (e.g., Davenport, 2018; Kemp,
2024; Makridakis, 2017). However, even as these
increasingly sophisticated and powerful AI systems
are deployed in these decision environments, future
researchers will likely find that, in many cases, the
growing influence of AI systems in various decision
environments will likely decrease the predictability
of these systems. Temporary advantages will emerge,
but, as long as the problems of competitive recursion
remain unsolved, ongoing iterative cycles of the com-
petitive process will continue to limit the predictive
capabilities of these AI systems. Overall, a key pre-
mise of our theorizing thus asserts that, no matter
how sophisticated these systems might become, AI
systems will still be subject to the paradoxical limits
on predicting future environments outlined in Knigh-
tian theory.

Theorizing the Paradoxical Problems of
Knightian Uncertainty in Entrepreneurship

The second contribution of our study builds on
both foundational and contemporary research to
clarify the meaning and role of Knightian uncer-
tainty in entrepreneurship research. Contemporary
scholars have debated the meaning of Knightian
uncertainty in recent studies that draw in part upon
the logic of Knight’s (1921) theory to identify impor-
tant dimensions of the construct. What is less clear
in these studies is why these decision environments
are unpredictable in the first place. In this study, we
answer this question by analyzing and discussing
important dimensions of Knight’s (1921) original
theory that are often ignored in contemporary
research. Toward this end, we elaborate on and con-
trast three different types of probability judgments to
clarify important dimensions of Knightian theory on
the nature of “true unmeasurable uncertainty,”
which, as we note, refers to an entrepreneur’s inabil-
ity to know if something is possible or impossible in
the future. Consistent with this view, we also clarify
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the connection between Knightian uncertainty and
contemporary approaches to theorizing “modal
uncertainty,” which researchers have defined as
“uncertainty about what is possible or what could be
the case … [where the decision-maker is] unsure as
to what the possible states of the world are or what
possible consequences could follow from the choice
of an action” (Bradley & Drechsler, 2014: 1229).

For the field of entrepreneurship, we analyze how
the paradoxical relationship between knowledge
and action problems in Knightian theory is the
source of this unique type of uncertainty (Knight,
1921, 1942). Knight’s (1921) theory emphasized the
use of disjunctive reasoning (i.e., how will the future
be different from the past and present?) and high-
lights the problem that true uncertainty is not solv-
able through inductive methods because of the
range of different future possibilities that is always
in flux. Through entrepreneurial action, the indeter-
minism of business environments is shaped in fun-
damentally unexpected ways by the human values,
preferences, and expectations that pervade entrepre-
neurial decision environments (Townsend et al.,
2018). AI systems can augment and enhance these
processes by helping entrepreneurs to imagine
“what is possible,” but the limitations of these
systems to address the problems of Knightian uncer-
tainty create boundaries on the use of AI in
entrepreneurship.

Exploring the nature and impact of the paradoxi-
cal relationship between knowledge and action pro-
blems in future research will illuminate a broad set
of new insights for entrepreneurship theory. Existing
research on knowledge problems in entrepreneur-
ship emphasizes both the agentic and structural
dimensions of these problems (Townsend et al.,
2018). At the same time, this study expands on
knowledge problems research to differentiate
between knowledge and action problems in entre-
preneurship, but in a way that preserves both the
agentic and structural dimensions of these problems
and highlights the fundamental paradoxical rela-
tionship. At the core of these problems of Knightian
uncertainty is the fundamental paradox of future
unknowability (Rescher, 2009). Future research
exploring the impact of these paradoxical problems
of Knightian uncertainty, accounting for both the
agentic and structural dimensions of these problems,
will provide new fundamental insights to shape
future entrepreneurship theory development. Future
analyses of this paradox through the lens of paradox
theory (e.g., Poole & Van de Ven, 1989) will identify
important additional dimensions to the problems

that have not been explored or discussed in existing
research. From AI research, entrepreneurship scho-
lars are likely to benefit from the extension and anal-
ysis of existing research in robotics research on
hybrid forms of ‘knowledge-producing actions’ to
address the problems of uncertainty (cf. Thrun,
2002). In addition, existing theories of entrepreneur-
ial action, along with complementary new theoreti-
cal perspectives on entrepreneurial work (e.g.,
Ramoglou & McMullen, 2024), are likely to benefit
directly from ongoing analyses of the paradoxical
relationships between knowledge and action at the
core of Knightian theory. Overall, given the funda-
mental role of Knightian uncertainty in entrepre-
neurship theory, opportunities abound to expand
upon and explore the role of these paradoxical pro-
blems in future research.

Analyzing the Possibilities of Machine Agency
and Agentic AI in Entrepreneurship

Given the extent towhich the problems of Knightian
uncertainty create boundaries on the predictive capa-
bilities and task performance of AI in entrepreneur-
ship, the third contribution of our study addresses
the possibilities (or impossibilities) of machine agency
or agentic AI (Abedin, Meske, Junglas, Rabhi, &
Motahari-Nezhad, 2022; Floridi, 2023; Murray et al.,
2021). As we discuss in the study, AI systems cur-
rently lack the capacity for developing complete
semantic awareness and enacting agentic control
(Bishop, 2021). AI researchers are aware of these lim-
itations (Mitchell, 2021). Current AI research notes
that these AI systems operate with what is, at best,
described as an “apparent agency” whereby actions
are enacted based on objectives specified by human
developers (Sundar, 2020; Takayama, 2015). More-
over, despite the appearance of agency, existing AI
systems “still lack intentional pull, with which to
drive genuinely autonomous teleological behavior”
(Bishop, 2021).

The lack of intentional pull in existing AI systems
generates several important disadvantages for these
systems in entrepreneurship. Human entrepreneurs
are subject to the same limitations on prediction as
AI systems in the face of the problems of Knightian
uncertainty (Sarasvathy, 2001). Given these limita-
tions, instead of continuing to try to predict unknow-
able future decision environments, prior research
has explored how entrepreneurs use a variety of
agentic strategies, including shaping strategies
(Pontikes & Rindova, 2020; Rindova & Courtney,
2020; Rindova & Martins, 2021), “world-making”
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strategies (Sarasvathy, 2021; Sarasvathy, Dew,
Read, & Wiltbank, 2008), design strategies (Dimov,
Maula, & Romme, 2023), or entrepreneurial work
(Ramoglou & McMullen, 2024), to influence the
decision environment in ways that are favorable to
these entrepreneurs. The common objectivemotivat-
ing these approaches is built on the logic that,
instead of trying to predict unknowable future envir-
onments, entrepreneurs should strive to shape them
(Ramoglou &McMullen, 2024; Sarasvathy, 2021).

Existing AI systems lack the ability to enact these
types of strategies (Bishop, 2021). Although there are
numerous scholars who believe that building true
agentic capabilities in AI systems is an impossible
task, others argue that building such capabilities is
entirely possible. Recent advancements in multi-
agent systems suggest there are important new
insights to be gained from exploring alternative com-
putational approaches (e.g., Ferber & Weiss, 1999).
In a recent study, OpenAI researchers reported the
results of an experiment in which a group of self-
supervised agents developed a set of six emergent
strategies that were not preprogrammed by the
research team (Baker, Kanitscheider, Markov, Wu,
Powell, McGrew, & Mordatch, 2019). In several
cases, these emergent strategies involved the manip-
ulation of the local environment by agents to create
more advantageous conditions. Although there are
clear differences between artificial and real-world
competitive environments, these studies suggest
that multi-agent systems, among other approaches,
might help train future AI systems to develop an
array of agentic capabilities. Overall, while signifi-
cant questions remain regarding the possibilities of
machine agency and agentic AI in entrepreneurship,
exploring these possibilities in future research will
raise new questions regarding the range and types of
agentic strategies AI systemsmight develop hereafter
to address the problems of Knightian uncertainty.

Limitations and Directions for Future Research

As is the case with all novel theoretical
approaches, ours is grounded in a set of assump-
tions, each of which we have sought to make clear
from the outset. These assumptions—including the
efficacy of Knight’s (1921) theorization of uncer-
tainty and entrepreneurship—undergird a useful,
novel platform for future study of the role, impact,
and limitations of AI in the business venturing pro-
cess. Like all assumptions, these predictions can and
should be stress-tested against conditions arising in
diverse empirical contexts. Our discussion of specific

contemporary examples of both startup successes and
failures is intended to lay a roadmap for future empir-
ical studies to test the logic of our approach.

Second, although our study examines central ques-
tions concerning the relative task performance advan-
tages of AI in entrepreneurship, emerging research on
the role and impact of AI in organizations addresses
some of the design challenges managers face in deter-
miningmore effective configurations of human actors
and AI tools in organizations (Raisch & Krakowski,
2020; Murray et al., 2021). Many of the tensions we
raise and address in our theorization are reflected in a
series of interrelated paradoxes between AI automa-
tion versus human-centric technology augmentation
(Raisch & Krakowski, 2020; Shepherd & Majchrzak,
2022). Our discussion of failed startup examples
illustrates the importance of the augmentation per-
spective. When entrepreneurs overestimate the capa-
bilities of AI to address key problems of Knightian
uncertainty in the startup process, the venture
increases its likelihood of failing. By deepening our
understanding of these problems, our research con-
firms the importance of alternative arrangements of
human–machine networks wherein the capabilities of
AI and entrepreneurs are designed in a way that maxi-
mizes the strengths and offsets the weaknesses of both
types of actors (i.e., Chalmers et al., 2020; Puranam,
2021; Shepherd & Majchrzak, 2022; Townsend &
Hunt, 2019).

Lastly, understanding why and how both humans
and AI might intervene in processes of entrepreneur-
ial action highlights the importance of developing a
new theory to explore questions related to AI gover-
nance. Zillow’s failure to automate the home-buying
process using AI raises important questions about the
role of human judgment and AI governance. In some
cases, entrepreneur judgment provides the “stopping
rules” that allow new ventures to alter course in the
face of Knightian uncertainty. In other cases, how-
ever, AI systems might provide the “stopping rules”
to correct or illuminate human bias in their decision-
making and choices (Murray et al., 2021). Future
research exploring these questions will raise impor-
tant, new insights into the contingencies that shape
the task performance advantages of AI and human
entrepreneurs in processes of entrepreneurial action.

Conclusion

With sixty-four spaces, thirty-two pieces, and a
tightly prescribed set of movements, the game of
chess contains 1046 possible strategic positions.
Though inconceivably large relative to the limited

2025 Townsend, Hunt, Rady, Manocha, and Jin 435



computational capacity of humans, even chess’s
computational landscape is modest when compared
to the 10360 possible positions in Go. It is, therefore,
a remarkable testament that AI systems have suc-
cessfully conquered these computational tasks that
were once thought to be impossible. At the same
time, as Russell and Norvig (2016: 9) noted, “the
[real] world is an extremely large problem instance”
that surpasses the computational power and capabil-
ities of existing systems of AI.

In the context of entrepreneurship, the business
venturing process fuels a never-ending process of
generating novel solutions to emerging problems that
virtually guarantees that the futures that transpire
will often deviate in important and unknowable ways
from the present (Knight, 1921). Empowered by
cutting-edge intelligent machines, the use of AI in
entrepreneurship equips entrepreneurs with useful
tools to address important problems of uncertainty
throughout the business venturing process. And yet,
the problems of Knightian uncertainty—reflected in
the inability of entrepreneurs to determine what will
be possible in the future—stand unique in the field of
entrepreneurship, creating a dynamic boundary on
the frontiers of AI in the field of entrepreneurship. In
these situations, the effective design of new ventures
requires a clear delineation of the problems of Knigh-
tian uncertainty to ensure new ventures can operate
successfully to address the challenges of computing
possible futures.
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